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1 Overview 

About This Chapter 

1.1 Challenges Facing Carriers' BSS Service Storage 

1.2 Storage Consolidation Scenario Analysis 

1.3 Overview of the Storage Consolidation Solution 

1.4 Solution Highlights 

1.5 Main Content 

1.1 Challenges Facing Carriers' BSS Service Storage 

The development of carriers' service cloudification consists of three stages: centralization, 

virtualization, and cloudification. Carriers in and outside China tend to centrally deploy their 

IT support systems. The centralization helps enterprises improve their support, service, and 

innovation capabilities, achieving an IT capability breakthrough. Higher-level centralization 

means lower operating cost (OPEX), making it easy for enterprises to provide internal 

professional IT services.  

As the integrated construction scale of IT support systems expands, more hardware resources 

and larger space are required, causing many technical problems. In the mean time, storage 

systems are facing the following challenges: 

 Low resource utilization 

 Complex management 

 Difficult capacity expansion for coping with explosive data growth 

 Demanding availability requirements 

 Ensured service continuity and data integrity 

1.1.1 Low Resource Utilization, Complex Management 

In traditional silo-style construction, storage systems are separately deployed for convergent 

billing system (CBS), Customer Requirement Management (CRM), and business intelligence 
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(BI) service systems. System resources are separately planned for each service system during 

peak hours, making resources unable to be shared and lowering the resource utilization.  

 Unbalanced capacity and performance requirements: CBS and CRM services have 

demanding performance requirements. If large-capacity disks are configured for them, 

the storage capacity utilization is lower than 35%. BI services have demanding capacity 

requirements. Therefore, its disk performance resources cannot be fully utilized. 

Capacity and performance requirements cannot be balanced, wasting a large number of 
disk resources.  

 Long-term storage of cold data: For CRM and BI systems, more than 60% of charging 

data record (CDR) data needs to be stored for a long time to meet query and statistics 
requirements, occupying large high-performance disk space. 

 Distributed deployment of storage systems: Storage resources cannot be efficiently 

utilized due to the distributed deployment of multiple storage systems. Management and 

operation costs increase because of frequent capacity expansion, complex networking, 
and incompatibility among storage vendors.  

1.1.2 Demanding Availability Requirements 

As storage systems carry critical billing and business systems of carriers, service continuity 

and data integrity must be ensured.  

 Costly service interruption: Service continuity is critical for core service systems of 

carriers. The reliability of storage systems must be ensured in terms of architecture, 

hardware, and software.  

 High data loss risk: Service systems contain import user materials, bills, and operation 

data. However, traditional RAID technology is facing risks, such as dual-disk failure and 
long data reconstruction time.  

 Unguaranteed storage resources for critical services: The storage systems lack resource 

control based on quality of service (QoS). Resources intended for critical services are 

preempted during peak hours, adversely affecting user experience or even interrupting 
services.  

1.1.3 Difficult Capacity Expansion 

With explosive growth of user scale and new data services, BSS system data doubles every 

year. The capacity must be expanded and legacy devices must be replaced frequently.  

 Limited by the controller specifications and architecture, the existing storage systems 
cannot be expanded continuously to cope with rapid data increase.  

 After traditional storage systems are expanded, their performance and capacity cannot 
improve accordingly.  

 New storage systems cannot work compatibly with and take over existing storage 

systems, wasting previous investments. 
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1.2 Storage Consolidation Scenario Analysis 

Figure 1-1 Storage consolidation scenario analysis 

 

 

For BSS services, the Huawei storage consolidation solution can be applied to the following 

three scenarios:  

 Old device replacement: One mid-range or high-end storage system is needed to 
replace an aged storage system and deliver better performance and scalability.  

 Storage centralization: One high-end storage system is required to provide professional 

data migration capabilities and replace multiple legacy storage systems on the live 

network for centralized storage and management simplification, resolving issues caused 
by products from various vendors and improving resource utilization rates.  

 Storage virtualization and reusing: One high-end storage system is required to 

virtualize storage devices of diversified vendors on the live network into a unified 
storage resource pool, reusing exiting storage resources and simplifying management.  

1.3 Overview of the Storage Consolidation Solution 
Based on the preceding three types of application scenario, Huawei OceanStor V3 converged 

storage systems and OceanStor 18000 series storage systems are used in the Huawei storage 

consolidation solution to consolidate the customer's devices on the live network. To be 

specific, OceanStor V3 converged storage systems or OceanStor 18000 series storage systems 

can be used in old device replacement scenarios; OceanStor 18000 series and Smart features 

can be applied to storage centralization scenarios; OceanStor 18000 series and its 

heterogeneous compatibilities can be leveraged in storage virtualization and reusing scenarios.  

The storage consolidation solution provides professional data migration methods: 

SmartQoS
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integration
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 The SmartVirtualization and SmartMigration-based data migration solution can migrate 

service data from a compatible third-party or Huawei storage array to a new Huawei 
storage array.  

 The HyperCopy-based data migration solution can migrate data among storage arrays 
listed in the interoperability matrix.  

 The HyperReplication-based data migration solution is applicable only for long-distance 

data migration between Huawei storage systems.  

The storage consolidation solution provides outstanding heterogeneous compatibility 

capabilities. It shields the hardware differences of third-party storage systems, enabling 

takeover and unified O&M of heterogeneous storage resources and protecting customer 

investments.  

The solution provides QoS guarantee for multiple services and specifies different performance 

objectives for different services to ensure correct operation of critical services and achieve 

flexible allocation of storage resources and performance.  

This solution employs HyperMirror to write two data copies to the primary storage system 

and third-party storage systems, reusing legacy storage systems and ensuring high reliability 

of data.  

This solution is verified to be capable of delivering excellent availability, robust reliability, 

and superb service continuity for BSS service systems.  

1.4 Solution Highlights 

Highlights 
 Efficient data migration meets service interruption window requirements. 

 The reliable storage platform carries a wide array of services, including CRM, billing, 
and BI. 

 Simple management enables rapid expansion and unloading of storage resources. 

Customer Benefits 
 Systems running on a 24/7 basis, keeping core services always online 

 Heterogeneous storage systems reused, protecting existing investments 

 Unified and visual management of devices from difference vendors, cutting down 
maintenance costs 

 Smooth device replacement, improving resource utilization 

 Guaranteed data migration, ensuring service continuity 

 Integrating device space, simplifying space allocation 

1.5 Main Content 
This white paper describes the following points: 

 Architecture of the Huawei storage consolidation solution, features including 

SmartVirtualization, SmartMigration, HyperCopy, HyperReplication, SmartQoS, 
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HyperMirror, and SmartMulti-Tenant used in the solution, and networking, basic 

principles, and configurations of the three storage consolidation scenarios 

 Process and results of the solution reliability and performance verification 
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2 Solution Architecture 

About This Chapter 

2.1 Architecture of the Old Device Replacement Solution 

2.2 Architecture of the Storage Centralization Solution 

2.3 Architecture of the Storage Virtualization and Reusing Solution 

2.4 Solution Components 
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2.1 Architecture of the Old Device Replacement Solution 

Figure 2-1 Architecture diagram of the storage virtualization and reusing solution 

 

 

OceanStor V3 converged storage systems or OceanStor 18000 series storage systems can be 

used in old device replacement scenarios because these storage systems with an excellent 

architecture can deliver high performance and robust scalability, and have the following 

highlights: 

 Outstanding performance and specifications 

The V3 converged storage systems innovatively employ powerful Intel Ivy Bridge 

processors, 16 Gbit/s Fibre Channel, 10 Gbit/s FCoE, and 56 Gbit/s InfiniBand host 

interfaces, PCIe 3.0 bus, and 12 Gbit/s SAS interfaces, and provide up to 40 GB/s system 

bandwidth to meet the requirements of bandwidth-intensive applications such as videos 

and large files. The V3 converged storage systems offer million-level IOPS and support 
up to eight controllers, 1 TB cache, and 8 PB storage space. 

 Smart I/O cards 

An interface card supports 8 Gbit/s Fibre Channel, 16 Gbit/s Fibre Channel, 10 Gbit/s 

iSCSI, or 10 Gbit/s FCoE. 

 Smart data co-processing cards 

The V3 converged storage systems support lossless data deduplication and compression, 

efficiently reducing data storage costs. In addition, the storage systems can leverage data 
encryption to secure data. 
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Solution highlights are as follows: 

 Satisfied performance needs thanks to the storage systems with high specifications and 
performance 

 Smooth old device replacement without interrupting services because of 

SmartVirtualization and SmartMigration 

2.2 Architecture of the Storage Centralization Solution 

Figure 2-2 Architecture diagram of the storage centralization solution 

 

 

OceanStor 18000 series and Smart features can be applied to storage centralization scenarios 

because cutting-edge SAN, application virtualization, and smart migration technologies used 

by OceanStor 18000 series can consolidate data from various service systems into one 

Huawei storage system and ensure 99.999% of system reliability. 

A series of software features are employed to ensure QoS of carriers' critical services (such as 

OCS billing systems): 

 SmartQoS schedules CPU, memory, and I/O resources based on priorities and reserves 
sufficient resources for services with high priorities. 

 SmartPartition employs cache limits to prevent non-critical services (such as reports) 
from preempting cache resources, ensuring QoS of critical services. 
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 SmartMulti-Tenant effectively isolates resource data of tenants and allows tenant 

administrators to manage resources in tenants, bolstering storage resource allocation 
efficiency. 

SmartTier is used to automatically identify hot data (such as CRM base database hot data 

tables, user index tablespaces) and relocate it to SSDs to enhance data access performance. 

Solution highlights are as follows: 

 Smooth old device replacement without interrupting services because of 

SmartVirtualization and SmartMigration 

 Improved resource utilization, simplified management, and resolved issues caused by 
various vendors because of the elimination of information islands 

 Multi-service QoS assurance and stable operating of critical services because service 
quality can be measured and predicted through service analysis 

2.3 Architecture of the Storage Virtualization and Reusing 
Solution 

Figure 2-3 Architecture diagram of the storage virtualization and reusing solution 

Vendor 1
Vendor 2 Vendor 3

 

 

OceanStor 18000 series and its heterogeneous compatibilities can be leveraged in storage 

virtualization and reusing scenarios. In the storage virtualization and reusing solution, all 
types of storage resources are taken over and stored into a unified SAN storage resource pool. 
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By doing so, the powerful software capabilities of the storage resource pool can be fully 

utilized to provide storage resources on demand in carriers' hybrid service scenarios. 

Solution highlights are as follows: 

 Enhanced storage utilization efficiency: Legacy heterogeneous storage resources are 

reused and data of different activity levels is stored at different tiers, maximizing storage 

utilization efficiency. 

 Simplified management and reduced operating expense (OPEX): The storage resource 

pool resolves the differences among storage products from different vendors by 
providing a unified access page, simplifying management. 

 Solid system reliability: RAID 2.0+ technology is used for rapid reconstruction and 

Huawei storage devices and third-party devices are employed to construct high reliability 

solutions, achieving data mirror protection. 

 Construction of data center protection solutions to ensure service continuity: Disaster 

recovery (DR) solutions in active-active mode and geo-redundant mode ensure service 
continuity. 

2.4 Solution Components 
The solution involves the controller enclosure, disk enclosures, SmartVirtualization, 

SmartMigration, SmartTier, SmartQoS, SmartMulti-Tenant, HyperCopy, and 

HyperReplication of OceanStor 18500/18800, and OceanStor 5800 V3/6800 V3 storage 

systems. The following table lists the necessary components: 

Component Name Quantity Description 

OceanStor 18500/18800 

controller enclosure 

1 Dual controllers or multiple controllers (4, 6, 

or 8) with XXX GB of memory 

OceanStor 18500/18800 

disk enclosure 

XX  

OceanStor 5800 V3/6800 

V3 controller enclosure 

1 Dual controllers or multiple controllers (4, 6, 

or 8) with XXX GB of memory 

OceanStor 5800 V3/6800 

V3 disk enclosure 

XX  

SmartTier   

SmartVirtualization   

SmartMigration   

SmartQoS   

SmartMulti-Tenant   

HyperCopy   

HyperReplication   
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2.4.1 Key Components 

Huawei OceanStor V3 

Huawei OceanStor 5800 V3/6800 V3 storage systems are brand-new storage systems 

designed to meet customers' requirements on massive data storage, high-speed data access, 

high availability, high utilization, energy-saving, and ease-of-use.  

Based on flexible and scalable design principles, OceanStor /5800 V3/6800 V3 storage 

systems provide industry-leading hardware specifications and RAID 2.0+ underlying 

virtualization architecture to meet different requirements of large database online transaction 

processing (OLTP)/online analytical processing (OLAP) applications, high-performance 

computing (HPC), digital media, Internet operation, centralized storage, backup, DR, and data 

migration.  

In addition to providing excellent storage services for application servers, OceanStor 5800 

V3/6800 V3 storage systems support advanced data backup and DR technologies, ensuring 

the secure and smooth operation of data services. OceanStor 5800 V3/6800 V3 storage 

systems offer easy-to-use management modes and convenient local/remote maintenance 

modes, remarkably reducing management and maintenance costs. 

Figure 2-4 Huawei OceanStor 5800 V3/6800 V3 storage systems 

 

 

For details about Huawei OceanStor V3 converged storage systems, click the following links: 

http://e.huawei.com/en/products/cloud-computing-dc/storage/unified-storage/mid-range 

http://e.huawei.com/en/products/cloud-computing-dc/storage/unified-storage/high-end 
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Huawei OceanStor 18000 Series 

The OceanStor 18000 series is Huawei Storage's flagship products and includes two models: 

the OceanStor 18500 and OceanStor 18880. The OceanStor 18000 series is intended for 

mission-critical services of enterprise customers and committed to providing secure, trusted, 

flexible, and efficient core storage solutions for enterprise data centers. 

The OceanStor 18000 series is developed on the Smart Matrix architecture and runs a fully 

virtualized operating system. With such a competent design, the OceanStor 18000 series can 

provide up to 16 controllers, 3216 disks, 7168 TB capacity, 192 GB/s bandwidth, 3 TB cache, 

and 192 host ports (Fibre Channel/FCoE/iSCSI). A maximum of 65,536 servers can 

simultaneously access the OceanStor 18000 series. 

In addition to the powerful hardware configurations, the OceanStor 18000 series further 

strengthens its competitiveness by employing the Smart series resource management software 

suite and the Hyper series data protection software suite. These software suites boost system 

resource utilization, intelligently prioritize mission-critical services, and ensure 24/7 service 

availability. 

The OceanStor 18000 series is delivered in full container load (FCL) delivery mode, and the 

bays can be separately deployed based on customers' requirements.  

Figure 2-5 Huawei OceanStor 18000 series 

 

 

For details about Huawei 18000 series, click the following link: 

http://e.huawei.com/en/products/cloud-computing-dc/storage/unified-storage/18000 
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3 Key Technologies 

About This Chapter 

3.1 SmartVirtualization 

3.2 Data Migration 

3.3 SmartQoS 

3.4 HyperMirror 

3.5 SmartPartition 

3.6 SmartMulti-Tenant 

3.1 SmartVirtualization 
Heterogeneous virtualization technology aims at providing rich virtualization functions for 

heterogeneous storage systems of customers: 

 The heterogeneous takeover function reduces complexity in managing heterogeneous 

storage systems and improves LUN performance. 

 The heterogeneous online migration function allows data to be smoothly migrated 

among LUNs of heterogeneous storage systems without interrupting services. 

 The heterogeneous remote replication function implements DR for LUNs of 
heterogeneous storage systems. 

 The heterogeneous snapshot function implements rapid backup for LUNs of 
heterogeneous storage systems. 

The previous heterogeneous virtualization functions bring the value of existing storage 

systems of customers into full play. The customers' TCO is minimized. 

The heterogeneous virtualization feature provided by OceanStor storage systems is called 

SmartVirtualization. 
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3.1.1 Working Principle 

SmartVirtualization uses LUNs mapped from heterogeneous storage arrays to the local 

storage array as logical disks (LDs) that can provide storage space for the local storage array 

and create eDevLUNs that can be mapped to the host on LDs. LDs provide data storage space 

for data volumes, and the local storage array provides storage space for meta volumes of 

eDevLUNs. SmartVirtualization ensures the data integrity of external LUNs. eDevLUNs and 

originally heterogeneous LUNs have unique World Wide Names (WWNs). 

Figure 3-1 Working principle of SmartVirtualization 
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eDevLUNs and local LUNs have the same properties. For this reason, SmartMigration, 

HyperReplication/S, HyperReplication/A, and HyperSnap are used to provide online 

migration, synchronous remote replication, asynchronous remote replication, and snapshot 

functions respectively for LUNs of heterogeneous storage systems. In the mean time, 

SmartQoS, SmartPartition, and write-back caches are used to improve the LUN performance 

of heterogeneous storage systems. 

3.1.2 Highlights 

Powerful Compatibility 

As storage arrays from different vendors have different understanding and compliance for 

Small Computer System Interface (SCSI), incompatibility among storage arrays in takeover 

becomes a big challenge. SmartVirtualization is developed based on incompatibility among 

different vendors and can identify and process incompatibility issues of heterogeneous storage 
arrays. For example, it can identify and process LUN path faults of heterogeneous storage 
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arrays to ensure reliability and compatibility of heterogeneous storage arrays. Heterogeneous 

storage arrays supported by SmartVirtualization have been certified by Huawei 

Interoperability Lab. 

Back-End Multipathing 

SmartVirtualization leverages back-end multipathing software to enable heterogeneous 

storage arrays to be connected by redundant paths. In this way, if a physical path between two 

heterogeneous storage arrays fails, services are not interrupted. As the back-end multipathing 

software is enhanced for a heterogeneous storage array in terms of compatibility, it can 

identify heterogeneous LUN paths, such as preferred paths, non-preferred paths, or standby 

paths, and select the most appropriate path to deliver I/Os. In the mean time, it provides a 

range of path selection algorithms for back-end load balancing. 

Heterogeneous LUN Migration 

SmartVirtualization can work with SmartMigration to reliably migrate data among 

heterogeneous LUNs without interrupting host services. The migration speed is configurable. 

If the target LUN malfunctions during a data migration process, SmartVirtualization logs the 

I/O differences between LUNs and performs incremental synchronization after the fault is 

rectified. 

Heterogeneous Remote Replication 

SmartVirtualization can work with HyperReplication to provide synchronous and 

asynchronous remote replications for heterogeneous LUNs. It has the following 

characteristics: 

 The recovery point objective (RPO) of synchronous replication is zero. Multi-time-
segment caching technology reduces the RPO of asynchronous replication to seconds. 

 The split mode is supported. In this mode, write requests of production hosts go only to 

the primary LUN, and the difference between the primary and secondary LUNs is 

recorded by the differential log. Users can manually start data synchronization to make 

data on the primary and secondary LUNs consistent. This mode meets some user 

requirements such as temporary link maintenance, network bandwidth expansion, and 
saving data at a certain point in time on the secondary LUN. 

 Faults can be quickly responded and rectified. The system enters the Interrupted state 

when detecting a fault. Then the primary LUN records I/O differences. After the fault is 

rectified, an incremental synchronization is performed between the primary and 
secondary LUNs based on a preset policy. 

 The writable secondary LUN function is supported. The secondary LUN can be used for 

data analysis and mining without interrupting services of the primary LUN. 

 The primary/secondary LUN switchover is supported. 

 Consistency groups are supported. 

Heterogeneous Snapshot 

SmartVirtualization can work with HyperSnap to create snapshots for heterogeneous LUNs. 

HyperSnap employs copy-on-write (COW) technology to ensure the read I/O performance of 

source LUNs. A snapshot can be created instantly, and occupies small disk space. In the mean 

time, multiple snapshot copies can be created for data analysis and mining. 
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3.1.3 Application Scenarios 

Heterogeneous Array Takeover 

As users' data centers develop, storage systems in the data centers may come from different 

vendors. How to efficiently manage and apply storage systems from different vendors is a 

challenge that storage administrators must tackle. Storage administrators can leverage the 

takeover function of SmartVirtualization to simplify heterogeneous array management. They 

need only to manage Huawei storage systems, and their workloads are remarkably reduced. In 

such a scenario, SmartVirtualization simplifies system management. 

Maximum capacity supported by heterogeneous array takeover = Maximum number of 

heterogeneous LUNs supported by a product model x Maximum capacity per LUN. For 

example, the OceanStor 18800 supports 2048 heterogeneous LUNs. Then the maximum 

capacity supported by its heterogeneous array takeover is as follows: 2048 x 64 TB = 131,072 

TB 

Figure 3-2 Heterogeneous array takeover 
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eDevLUN eDevLUN eDevLUN
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Heterogeneous Data Migration 

A large number of heterogeneous storage systems whose warranty periods are about to be 

exceeded or whose performance cannot meet service requirements may exist in a customer's 

data center. After purchasing Huawei OceanStor storage systems, the customer wants to 

migrate services from the existing storage systems to the new storage systems. The customer 

can leverage the online migration function of SmartMigration to migrate data from LUNs of 

heterogeneous storage systems to the new storage systems. The migration process has no 

adverse impact on ongoing host services, but the LUNs must be taken over before the 

migration. In such a scenario, SmartVirtualization ensures ongoing host services when data on 

LUNs of heterogeneous storage systems is migrated. 
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Figure 3-3 Heterogeneous data migration 
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Heterogeneous DR 

If service data is scattered at different sites and there are demanding requirements for service 

continuity, the service sites need to serve as backup sites mutually, and service switchovers 

can be performed between sites. When a disaster occurs, a functional service site takes over 

services from the failed service site and recovers data. However, as storage systems at the data 

site come from different vendors, data on the storage systems cannot be backed up mutually. 

The synchronous and asynchronous replication functions of SmartVirtualization enable data 

on LUNs of heterogeneous storage systems to be backed up mutually, achieving data DR 

among sites. 
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Figure 3-4 Heterogeneous DR 

 

 

Heterogeneous Data Protection 

Data on LUNs of heterogeneous storage systems may be attacked by viruses or damaged. 

SmartVirtualization leverages the heterogeneous snapshot function to create snapshots for 

LUNs of heterogeneous storage systems instantly, and rapidly restores data at a specific point 

in time using the snapshots if data is damaged. 

Figure 3-5 Heterogeneous data protection 
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3.2 Data Migration 

3.2.1 SmartVirtualization-based Data Migration Solution 

Architecture 

Figure 3-6 Architecture diagram of SmartVirtualization-based data migration solution 

Fibre Channel 

switch

Data 

migration path

Primary 

volume

Mirror 

volume

Windows                UNIX               Linux

 

 

Working Principle 

The SmartVirtualization-based data migration solution can migrate service data from a 

compatible third-party or Huawei storage array to a new Huawei storage array. In the solution, 

LUNs mapped to the source storage are taken over during the initial data migration phase and 

LUNs on remote storage arrays are initialized into eDevLUNs that can be managed on local 

storage arrays. Value-added functions such as LUN migration of SmartVirtualization enable 

data to be quickly migrated between source storage arrays and local storage arrays. 

Heterogeneous takeover temporarily interrupts services; while, data replication has no impact 

on the normal operating of services. 
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Procedure 

Figure 3-7 Procedure for SmartVirtualization-based migration 
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Before the data migration, the I/O path is "server-source storage". 

After stopping services, add a new Huawei storage array configured with SmartVirtualization 

and the corresponding license to the customer's application systems. The connection mode is 

changed from "server-source storage" to "server-new Huawei storage array-source storage". 

Specifically, on the original data array, map LUNs from the server to the new Huawei storage 

array. After being taken over by the new Huawei storage array, the LUNs are then mapped to 

the server. During the process, the customer's service systems need to be stopped. For a 

standard system (with a single storage array in a two-node cluster), the interruption duration 

can be calculated as follows: 2 hours + 5 minutes x Number of LUNs. Operations involved in 

this process are: 

 Connect physical links. 

 Configure zones for Fibre Channel switches. 

 On the source storage, delete mappings from LUNs to the server. 

 On the source storage, add mappings from LUNs to the new Huawei storage array. 
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 On the new Huawei storage array, scan for LUNs mapped from the source storage. 

 On the new Huawei storage array, create eDevLUNs and LUN groups. 

 On the new Huawei storage array, create hosts and host groups, and adding initiators. 

 On the new Huawei storage array, establish mappings. 

 Configure host multipathing. 

 On the server, detect LUNs mapped from the new Huawei storage array. 

 Re-identify new storage data to enable service application to start and run on the new 

Huawei storage array. 

 
For a standard system (with a single storage array in a two-node cluster), the interruption duration can be 
calculated as follows: 2 hours + 5 minutes x Number of LUNs. For example, if a two-node service 

system has five LUNs, the interruption duration is 2 hours + 5 minutes x 5 = 2.41 hours. This 
interruption duration needs to be clarified for customers before sales. However, the actual interruption 
duration may be shorter than the duration calculated based on the formula. 

On the target storage array, LUNs that are allocated for the server serve as target LUNs. On 

the new Huawei storage array, data is non-disruptively replicated from the source data array to 

the target storage array. 

After the replication is completed, break the logical connection between the source storage 

array and the new Huawei storage array. The target storage array provides storage space for 

service systems. 

Highlights 
 In the solution, data is migrated between heterogeneous SAN storage arrays in Windows, 

AIX, HP-UX, Solaris, SUSE Linux, Red Hat Linux, or other mainstream operating 

systems. 

 During the migration, data is copied through the new Huawei storage array without 

affecting service systems and consuming server CPU and memory resources. 

 During data migration, services are not interrupted but storage access performance is 
slightly affected. 

 There is no need to install any extra software or agent into the existing storage 
environment, and data is migrated quickly and conveniently. 

 The Huawei storage array provides a customer-friendly GUI-based management page to 

facilitate operations, greatly improving data migration efficiency. 

Estimated Duration of Service Interruption and Data Replication 

Since data is migrated online in this solution, duration spent in data migration can be divided 

into service interruption duration and data replication duration. Specifically, service 

interruption duration indicates the time when services are interrupted to add the new Huawei 

storage array to the existing service system. Service interruption is necessary for ensuring data 

consistency. Data replication duration indicates the time when data is migrated online after 

services are restarted. During this period, services can be ongoing. 

Methods for calculating service interruption duration and data replication duration 

 Heterogeneous takeover (offline) 

For a standard system (with a single storage array in a two-node cluster), the interruption 

duration can be calculated as follows: 2 hours + 5 minutes x Number of LUNs. For 

example, if a two-node service system has five LUNs, the interruption duration is 2 

hours + 5 minutes x 5 = 2.41 hours. This interruption duration needs to be clarified for 
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customers before sales. However, the actual interruption duration may be shorter than the 

duration calculated based on the formula. 

 Data replication (online) 

This process can be calculated as follows: Total capacity/Migration speed = Data 

replication duration. For example, if 1 TB of data needs to be replicated, data replication 

duration is: 1 TB x 1024 x 1024/250 MB/s/3600 = 1.165 hours, where 250 MB/s* 

indicates the migration speed adopted by this solution. 

 
This migration speed is commonly used by customers. In some special cases, for example, if a customer 
is using a 2 Gbit/s interface, the maximum bandwidth can only reach about 200 MB/s. The migration 
speed varies with onsite conditions. 

This document uses a SmartVirtualization-based data migration solution where a single 

storage system in a two-node cluster is deployed as an example to calculate data replication 

duration and service interruption duration. 

Example: If five LUNs with a total of 20 TB of raw capacity need to be migrated, service 

interruption duration and data replication duration are calculated as follows: 

Service interruption duration for heterogeneous takeover (offline): 2 hours + 5 minutes x 

5 = 2.41 hours (145 minutes) 

Data replication duration (online): 20 TB x 1024 x 1024/250 MB/s/3600 = 23.3 hours 

(1398 minutes) 

Total service interruption duration: 145 minutes 

Total data migration duration: 2.41 hours + 23.3 hours = 25.71 hours 

Suggestions 

 This solution is recommended for scenarios where the customer has demanding 
requirements for service continuity and a large amount of data to be migrated. 

 When creating hosts for the new Huawei storage array in the source storage, see the 

latest interoperability matrix to check for compatible host types. If created hosts are 

incompatible with heterogeneous storage systems, the local storage system cannot take 

over storage resources from third-party storage systems. 

 After SmartVirtualization is used to take over thin LUNs from heterogeneous storage 

devices, services on these thin LUNs are not interrupted and eDevLUNs after the 
takeover are identified as thick LUNs. 

Technical Limitations 

Source storage limitations 

 The source storage must meet the compatibility requirements of SmartVirtualization 

(storage array types supported by SmartVirtualization are listed in the interoperability 
matrix that can be obtained from the data migration team). 

 Heterogeneous storage arrays only support Fibre Channel networks. Huawei storage 

arrays support Fibre Channel networks and some of the storage arrays also support iSCSI 

networks. For details, see the latest interoperability matrix. 

 The HBA adapter rate on the original storage array must not be smaller than 2 Gbit/s. 

Limitations on the new Huawei storage array 

 The LUN to be migrated cannot run any value-added services. 
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 The source and target LUNs with value-added services cannot be migrated. 

 The source and target LUNs must belong to the same controller. 

 If an engine fails, LUN services running on the engine are interrupted. 

 The maximum LUN capacity is 64 TB. 

 When the number of LUNs mapped to the local storage system reaches or exceeds the 

upper limit, newly mapped LUNs cannot be identified by the local storage system. For 
details, see the latest product specifications of the local storage system. 

 For other limitations, see the related limitation table of the new storage array. 

Fibre Channel switch limitations 

 Sufficient available ports of a Fibre Channel switch must be reserved for the new 

Huawei storage array. The number of ports is closely related to the networking mode. At 

least four available ports of each Fibre Channel switch must be saved. 

 The port rate of Fibre Channel switches must be not smaller than 2 Gbit/s. 

Server limitations 

The operating system must be compatible with the new array multipathing software. 

Recommended Scenarios 
 Scenario where data is migrated between compatible heterogeneous storage arrays 

 Scenarios where the customer allows temporary service interruption 
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3.2.2 HyperCopy-based Data Migration Solution 

Architecture 

Figure 3-8 Architecture diagram of the HyperCopy-based data migration solution 
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Working Principle 

The HyperCopy-based data migration solution can migrate data among storage arrays listed in 

the interoperability matrix. In the solution, after the target storage is added to the storage 

network, services are stopped, mappings from the source storage to service hosts are removed, 

and mappings from the source storage to target storage are established. Then, data is copied 

from source LUNs to target LUNs on the target storage. After data is successfully copied from 

the source LUNs, services are started on the target storage. 
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Procedure 

Figure 3-9 Procedure for HyperCopy-based migration 

Fibre 

Channel 

switch

Data 

migration path

Source 

LUN

Target 

LUN

Windows               UNIX                Linux

 

 

Before the migration, configure the target storage and create LUNs (based on the number and 

size of LUNs on the source storage). The service I/O path is "server-source storage". 

Add the target storage to the service network. After taking services offline, remove mappings 

from the source storage to service hosts and establish mappings from the source storage to the 

target storage. After LUN copies are completed, establish mappings from the target storage to 

the service hosts and bring services online. Operations involved in this process are: 

 Connect physical links to add the target storage to the service network. 

 Take services offline and remove mappings from the source storage to service hosts. 

 Establish mappings from the source storage to the target storage. 

 Replace multipathing software of the service hosts based on site requirements. 

 Detect LUNs mapped from the source storage on the target storage and create LUN 
copies. 

 Delete LUN copy relationships after LUN copies are created for all LUNs. 
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 Establish mappings from the target storage to the service hosts. 

 
Generally, the migration speed during LUN copy is 500 MB/s. In some special cases, for example, if a 
customer is using a 2 Gbit/s interface, the maximum bandwidth can only reach about 200 MB/s. The 
migration speed varies with onsite conditions. 

Start the customer's service systems and check whether all services are running correctly. The 

I/O path is changed from "server-source storage" to "server-target storage". 

Highlights 
 The HyperCopy-based data migration solution is applicable to data migration among 

Huawei storage arrays. 

 Data copy among storage systems is faster and more efficient than data migration at the 

network layer or host layer. 

 During data copy, services need to be stopped to ensure data consistency. 

 There is no need to install any extra software or agent into the existing storage 

environment, and data is migrated quickly and conveniently. 

 Data replication is completed among storage arrays, without affecting other service 
systems on the same network and consuming other host resources. 

 The Huawei storage array provides a customer-friendly GUI-based management page to 
facilitate operations, greatly improving data migration efficiency. 

 
The HyperCopy-based data migration solution can also allow data to be migrated among storage 
systems compatible with Huawei storage systems. 

Estimated Duration of Service Interruption and Data Migration 

Since data is migrated offline in this solution, services need to be stopped for LUN copy. This 

process can be divided into preparations before migration and LUN copy implementation. 

Methods for calculating service interruption duration and data migration duration 

 Preparations before migration (online) 

This procedure includes assembling and configuring the target storage, creating LUNs on 

the target storage based on the number and size of LUNs on the source storage, and 

adding the target storage to the service network. 

 LUN copy implementation (offline) 

This procedure includes stopping services, removing mappings from the source storage 

to service hosts, configuring switches, creating mappings from the source storage to the 

target storage, and replacing host multipathing software based on site requirements. For a 

standard system (with a single storage array in a two-node cluster), the duration of 

stopping services can be calculated as follows: 2 hours + 5 minutes x Number of LUNs. 

For example, if a two-node service system has five LUNs with a total of 1 TB of capacity, 
the duration of stopping services is: 2 hours + 5 minutes x 5/60 = 2.42 hours. 

This procedure includes performing LUN copy on the target storage. The duration of this 

procedure can be calculated as follows: Capacity/500 MB/s + 5 minutes x Number of 
LUNs.  

For example, if a two-node service system has five LUNs with a total of 1 TB of capacity, 

the duration of this procedure is: 1 TB x 1024 x 1024/500 MB/s/3600 + 5 minutes x 5/60 

= 0.96 hours.  
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In real-life operations, multiple LUN copies can be performed simultaneously to reduce 

service interruption required. This interruption duration needs to be clarified for 

customers before sales. However, the actual interruption duration may be shorter than the 
duration calculated based on the formula. 

This procedure includes adding mapping from the target storage to the service hosts and 

starting services. For a standard system (with a single storage array in a two-node 

cluster), the duration of starting services can be calculated as follows: 1 hour + 5 minutes 
x Number of LUNs.  

For example, if a two-node service system has five LUNs with a total of 1 TB of capacity, 
the duration of starting services is: 1 hour + 5 minutes x 5/60 = 1.42 hours. 

Based on the preceding calculation methods, if a two-node service system has five LUNs 

with a total of 1 TB of capacity, the service interruption duration is: 2.42 hours + 1.42 
hours + 0.96 hours = 4.8 hours. 

 
In real-life operations, multiple LUN copies can be performed simultaneously based on storage 
specifications to reduce data migration time. 

This document uses a HyperCopy-based data migration solution where a single storage 

system in a two-node cluster is deployed as an example to calculate service interruption 
duration and data migration duration. 

Example: If five LUNs with a total of 20 TB of raw capacity need to be migrated, the 

duration of LUN copy implementation is calculated as follows: 

 LUN copy implementation (offline) 

Duration of stopping services: 2 hours + 5 minutes x 5/60 = 2.42 hours 

Duration of performing LUN copy: 20 TB x 1024 x 1024/500 MB/s/3600 + 5 minutes x 
5/60 = 11.54 hours 

Duration of starting services: 1 hour + 5 minutes x 5/60 = 1.42 hours 

Total service interruption duration: 2.42 hours + 1.42 hours + 11.54 hours = 15.38 hours 

Total data migration duration: 15.38 hours 

Suggestions 

This solution is recommended for customers who have: 

 Moderate requirements for service interruption duration. 

 A tight budget for data migration. 

Technical Limitations 

Source storage limitations 

 The source storage is applicable to data migration during Huawei storage replacement. 

 The source storage only allows data to be migrated to a compatible target storage (if the 

target storage is not listed in the latest interoperability matrix, contact the data migration 

team to assess the target storage compatibility). 

Target storage limitations 

 The target storage must be equipped with a HyperCopy license (or a temporary one). 

 The source and target LUNs used for LUN copy cannot be all external LUNs. 

 During LUN copy, the maximum number of LUN copies and target LUNs is subject to 
storage products and versions. For details, see the related product description. 
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 During LUN copy, the maximum number of remote storage devices supported varies 

depending on storage products and versions. For details, see the related product 

description. For example, OceanStor T series V200R002C00 supports a maximum of 32 
remote storage devices to be connected. 

 For details about the mutually exclusive relationship between value-added functions of 

the source and target LUNs during LUN copy, see the XXX Storage System XXX (Version) 
HyperCopy Guide. 

 The capacity of the target storage array must be greater than or equal to that of the source 
storage array. 

Fibre Channel switch limitations 

Sufficient available ports of a Fibre Channel switch must be reserved for the target storage. 

The number of ports is closely related to the networking mode. At least two available ports of 

each Fibre Channel switch must be saved. 

Server limitations 

The operating system must be compatible with the new array multipathing software. 

Recommended Scenarios 
 Scenario that has moderate requirements for service interruption duration 

 Scenario that has a tight budget for data migration 

3.2.3 HyperReplication-based Data Migration Solution 

Architecture 

Figure 3-10 Architecture diagram of the HyperReplication-based data migration solution 
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Working Principle 

The HyperReplication-based data migration solution is only application for long-distance data 

migration between Huawei storage systems and data center consolidation. In the solution, 

after the target storage is added to the storage network, logical links are established between 

the source storage and target storage, and remote replication tasks are implemented between 

storage arrays for data migration. After initial synchronization is completed between storage 

arrays, services are stopped and changed data is synchronized between the source and target 

storage. Then, after data on the source and target storage is consistent, services are started on 

the target storage. 

 
HyperReplication can work in synchronous remote replication mode and asynchronous remote 
replication mode. Specifically, the synchronous remote replication mode requires low transmission 
latency to ensure the normal operating of services and applies to short-distance or intra-city data 
migration. The asynchronous remote replication mode applies to long-distance data migration and data 
center consolidation. The performance of the asynchronous remote replication mode depends on the 
amount of differential data, network transmission rate, and transmission latency. 

Currently, the HyperReplication-based data migration solution is only applicable to data migration 
between Huawei storage systems with the HyperReplication feature. However, by working with 
SmartVirtualization, this solution can implement data migration between third-party storage systems that 
meet compatibility requirements. 

As a value-added feature, HyperReplication is license-enabled. 

Procedure 

Figure 3-11 Procedure for HyperReplication-based migration 
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Before the migration, plan IP addresses, configure the target storage, and create LUNs (based 

on the number and size of LUNs on the source storage). The service I/O path is "server-source 

storage". 

Add the target storage to the service network. After establishing logical links between the 

source storage and target storage, create remote replication tasks on the source storage and 

add consistency groups based on service requirements. After initial synchronization is 

completed, stop services to synchronize changed data between the primary and secondary 

LUNs. After data is consistent on the primary and secondary LUNs, start services on the 

target storage. Operations involved in this process are: 

 Add the target storage to the service network and checking the license of 
HyperReplication. 

 Establish logical links between the source storage and target storage. 

 Create remote replication on the source storage and add consistency groups based on 
service requirements. 

 Perform initial synchronization between the primary and secondary LUNs. 

 Stop services and synchronize differential data. 

 Create mappings from the target storage to service hosts and start services on the target 

storage. 

 
The migration speed used by HyperReplication is usually 40 MB/s. However, the migration speed is 
closely related to logical link bandwidth and migration speed setting. 

Start the customer's service systems and check whether all services are running correctly. The 

I/O path is changed from "server-source storage" to "server-target storage". 

Highlights 
 The HyperReplication-based data migration solution is applicable to data migration 

among Huawei storage arrays. 

 The HyperReplication-based data migration solution is application for long-distance data 

migration and data center consolidation. 

 During data synchronization, services need to be stopped to ensure data consistency. 

 There is no need to install any extra software or agent into the existing storage 
environment, and data is migrated quickly and conveniently. 

 Data replication is completed among storage arrays, without affecting other service 
systems on the same network and consuming other host resources. 

 The Huawei storage array provides a customer-friendly GUI-based management page to 
facilitate operations, greatly improving data migration efficiency. 

Estimated Duration of Service Interruption and Data Migration 

In the solution, initial synchronization can be performed online, but differential data 

synchronization needs to be performed offline (requiring a short period of service interruption) 

to ensure data consistency. This process can be divided into the following three stages: 

Methods for calculating service interruption duration and data migration duration 

 Preparations before migration (online) 

This procedure includes planning IP addresses, assembling and configuring the target 

storage, creating LUNs on the target storage based on the number and size of LUNs on 
the source storage, and adding the target storage to the service network. 
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 Remote replication–based initial synchronization (online) 

After the target storage is added to the service network, logical links are established 

between the target storage and source storage, and remote replication tasks are 

configured on the source storage. The duration of this procedure can be calculated as 

follows: 1 hour + 10 minutes x Number of LUNs. For example, if a two-node service 

system has five LUNs with a total of 1 TB of capacity, the duration of this procedure is: 
1 hour + 10 minutes x 5/60 = 1.84 hours. 

The duration of performing remote replication–based initial synchronization can be 

calculated as follows: Capacity/50 MB/s. For example, if a two-node service system has 

five LUNs with a total of 1 TB of capacity, the duration of this procedure is: 1 TB/50 

MB/s/3600 = 5.56 hours. In real-life operations, multiple remote replication tasks can be 

performed simultaneously to reduce service interruption required. This interruption 

duration needs to be clarified for customers before sales. However, the actual 

interruption duration may be shorter than the duration calculated based on the formula. 

 Remote replication–based differential data synchronization (offline) 

After initial synchronization is completed, services are stopped for differential data 

synchronization. For a standard system (with a single storage array in a two-node cluster), 

the duration of performing differential data synchronization can be calculated as follows: 

1 hour + 5 minutes x Number of LUNs + Differential data volume/50 MB/s. For example, 

if a two-node service system has five LUNs with a total of 1 TB of capacity, the duration 
of this procedure is: 1 hour + 5 minutes x 5/60 + 50 GB/50 MB/s/3600 = 1.70 hours. 

For a standard system (with a single storage array in a two-node cluster), the duration of 
starting services on the target storage is 2 hours. 

Based on the preceding calculation methods, if a two-node service system has five LUNs 

with a total of 1 TB of capacity, the service interruption duration is: 1.84 hours + 5.56 
hours + 1.70 hours + 2 hours = 11.10 hours. 

This document uses a HyperReplication-based data migration solution where a single 

storage system in a two-node cluster is deployed as an example to calculate service 

interruption duration and data migration duration. 

Example: If five LUNs with a total of 20 TB of raw capacity need to be migrated, the 
duration of service interruption and data migration is calculated as follows: 

 Remote replication–based initial synchronization (online) 

Duration of establishing logical links and creating remote replication tasks: 1 hour + 10 
minutes x 5/60 = 1.84 hours 

Duration of performing initial synchronization: 20 TB x 1024 x 1024/50 MB/s/3600 = 
116.51 hours 

 Remote replication–based differential data synchronization (offline) 

Duration of performing differential data synchronization: 1 hour + 5 minutes x 5/60 + 1 

TB/50 MB/s/3600 = 6.98 hours 

Duration of starting services: 2 hours 

Total service interruption duration: 6.98 hours + 2 hours = 8.98 hours 

Total data migration duration: 8.98 hours + 1.84 hours + 116.51 hours = 127.33 hours 

Suggestions 
 This solution is recommended for long-distance data migration between Huawei storage 

systems. 

 This solution is recommended for data center migration employing Huawei storage 
systems. 
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Technical Limitations 

Source storage limitations 

 The source storage must have the HyperReplication function and be equipped with a 
HyperReplication license (or a temporary one). 

 During remote replication, the maximum number of remote replication groups and 

remote storage devices that can be connected is subject to storage products and versions. 

For details, see the related product description. 

 During remote replication, the maximum number of consistency groups and members in 

consistency group varies depending on storage products and versions. For details, see the 
related product description. 

 For details about the mutually exclusive relationship between value-added functions of 

the source and target LUNs during remote replication, see the XXX Storage System XXX 
(Version) HyperReplication Guide. 

 During asynchronous remote replication, the minimum connection bandwidth cannot be 

lower than bidirectional 10 Mbit/s, and the transmission latency must be shorter than 50 
ms (unidirectional). 

 During synchronous remote replication, the transmission distance must be shorter than 

200 km, the minimum connection bandwidth cannot be lower than 64 Mbit/s, and the 
transmission latency must be shorter than 1 ms (unidirectional). 

 During asynchronous remote replication, available space must be sufficient in the 
resource pool to store differential data. 

Target storage limitations 

 The target storage must have the HyperReplication function and be equipped with a 

HyperReplication license (or a temporary one). 

 The capacity of the target storage array must be greater than or equal to that of the source 
storage array. 

Networking limitations 

No NAT devices are allowed on a LAN. 

Server limitations 

The operating system must be compatible with the new array multipathing software. 

Recommended Scenarios 

Scenario where data is migrated between Huawei storage systems with a long distance apart 

from each other 

3.3 SmartQoS 
SmartQoS is a storage system QoS function provided by Huawei OceanStor V3 converged 

storage systems. As shown in the following figure, SmartQoS intelligently schedules and 

allocates computing resources, cache resources, concurrency resources, and disk resources of 

a storage system and implements fine-grained end-to-end control on storage paths, meeting 

the QoS requirements of services that have different priorities. 
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3.3.1 Working Principle 

Introduction 

Enterprise services have various complex requirements for data response. SmartQoS ensures 

the QoS of data services based on the following techniques: 

 I/O priority scheduling: Service response priorities are divided based on the importance 

levels of different services. When allocating system resources, a storage system gives 

priority to the resource allocation requests initiated by services that have a high priority. 

If resources are in shortage, more resources are allocated to services that have a high 

priority to maximize their QoS. Currently, three priorities are available: high, medium, 
and low. 

 I/O traffic control: Based on a user-defined performance control goal (IOPS or 

bandwidth), the traditional token bucket mechanism is used to control traffic. I/O traffic 

control prevents specific services from generating excessively large traffic that affects 

other services. 

 I/O performance assurance: Based on traffic suppression, a user is allowed to specify 

the lowest performance goal (minimum IOPS/bandwidth or maximum latency) for a 

service that has a high priority. If the minimum performance of the service cannot be 

ensured, the storage system gradually increases the I/O latency of low-priority services, 

thereby restricting the traffic of low-priority services and ensuring the lowest 
performance goal of high-priority services. 

The following details the major functions and key technical principles of SmartQoS provided 

by OceanStor V3 converged storage systems. 

I/O Priority Scheduling 

The I/O priority scheduling technique employed by SmartQoS is implemented based on 

storage resource scheduling and allocation. In different application scenarios, the performance 

of a storage system is determined by the consumption of storage resources. Therefore, the 

system performance is optimized as long as resources, especially bottleneck resources, are 
properly scheduled and allocated. The I/O priority scheduling technique monitors the usage of 
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computing resources, cache resources, concurrency resources, and disk resources. If a 

resource bottleneck occurs, resources are scheduled to meet the needs of high-priority services 

to the maximum. In this way, the QoS of mission-critical services is ensured in different 

scenarios. 

Objects and Policies of I/O Priority Scheduling 

The I/O priority scheduling technique employed by SmartQoS schedules critical bottleneck 

resources on I/O paths. Those resources include computing resources, cache resources, 

concurrency resources, and disk resources. Scheduling policies are implemented based on 

user-defined LUN priorities. The priority of a LUN is determined by the importance of 

applications served by the LUN. There are three LUN priorities available: high, medium, and 

low. 

The I/O priority scheduling technique controls the allocation of front-end concurrency 

resources, CPU resources, cache resources, and disk resources to control the response time of 

each schedule object. 

 Priority scheduling of front-end concurrency resources is implemented at the front end of 

the storage system to control concurrent access requests from hosts. A storage system's 

capability to process concurrent host access requests is limited. Therefore, when the 

maximum number of concurrent host accesses supported by a storage system is reached, 

SmartQoS restricts concurrent accesses based on service priorities. The restriction 

principle is as follows: High-priority services and large-traffic services are allocated 
more concurrent access resources. 

 Priority scheduling of computing resources is implemented by controlling the allocation 

of CPU runtime resources. Based on the weight of each of high, medium, and low 

priorities, SmartQoS allocates CPU runtime resources to services of each priority. When 

CPU resources become a performance bottleneck, priority scheduling ensures that high-
priority services are allocated more CPU runtime resources. 

 Priority scheduling of cache resources is implemented by controlling the allocation of 

cache page resources. Based on the weight of each priority, SmartQoS first processes 
page allocation requests initiated by high-priority services. 

 Priority scheduling of disk resources is implemented by controlling the I/O delivery 

sequence. Based on the priorities of I/Os, SmartQoS enables high-priority I/Os to access 

disks first. If most I/Os are queuing on the disk side, priority scheduling of disk 

resources reduces the queuing time of high-priority I/Os. In this way, the overall latency 
of high-priority I/Os is reduced. 

Working Principle of Priority Scheduling 

The priority scheduling technique employed by SmartQoS is implemented based on LUN 

priorities. Each LUN has a priority property, which is configured by a user and saved in a 

database. When a host (SCSI target) sends an I/O request to a disk array, the disk array gives a 

priority to the I/O request based on the priority of the LUN that will process the I/O request. 

Then the I/O carries the priority throughout its processing procedure. 

First, a user specifies a priority for a LUN to be created. If the user does not specify a priority, 

the default priority of the LUN is low. After a LUN is created, its I/O priority can still be 

manually changed. 
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Figure 3-12 Working principle of I/O priority scheduling 

 

 

 Priority control of front-end concurrency resources 

Priority control of front-end concurrency resources is implemented before system 

resources are allocated to a read or write request. SmartQoS maintains a counter about 

the concurrency quantity of each priority. When an I/O request is delivered to a storage 

system, the storage system applies for a certain concurrency quantity from SmartQoS. 

Based on the consumed concurrency resources, SmartQoS calculates the concurrency 

quantity and adds it to the counter of the corresponding priority. After the I/O is 

processed but before a response is returned to the host, the consumed concurrency 

quantity is subtracted from the counter. 

The concurrency counter of each priority reflects the number of concurrency resources 

consumed by services of that priority on the storage system. If the concurrency counter 

of each priority reaches the maximum value, SmartQoS adds subsequent I/O requests to 

the corresponding priority queue. When there are free concurrency resources, I/O 

requests in the queue are processed in sequence. Besides, SmartQoS also maintains a 

counter about the total concurrency quantity of the storage system and a counter about 

the total concurrency quantity of a single LUN. If either counter reaches the upper limit, 

SmartQoS rejects subsequent I/O requests and the storage system returns busy 
information to the host, indicating that the I/O requests must wait and retry. 

SmartQoS also dynamically adjusts the concurrency quantity of each priority based on 

certain rules to bring concurrency resources into full play. In the initial phase, the storage 

system allocates a few concurrency resources to each priority, and the remaining 

concurrency resources reside in a public concurrency pool. If the concurrency resources 

available to a priority are insufficient, more concurrency resources can be obtained from 

the concurrency pool until concurrency resources in it are used up. Besides, the extra 

concurrency resources of each priority are returned to the concurrency pool. If the 

concurrency resources available to the high priority are insufficient and its maximum 

concurrency quantity is not reached, concurrency resources available to other priorities 
are forcibly returned. 
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Figure 3-13 Flowchart for priority scheduling of concurrency resources 
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Based on the preceding design rules, when concurrency resources are sufficient, each 

priority's concurrency resource requests can be handled. When concurrency resources are 

short, concurrency resources are allocated to each priority based on the specified 

percentage, ensuring that the high priority and large-traffic services obtain relatively 
more concurrency resources. 

 Priority control of computing resources 

Computing resources refers to CPU runtime. An I/O request that needs to be processed 

by the CPU is put to the corresponding priority queue based on the priority information 

carried in the request. SmartQoS obtains an I/O request from a priority queue and 
processes it based on the I/O scheduling algorithm. 

SmartQoS controls CPU computing resources by following a weight-based priority 

scheduling policy. The scheduling policy first selects and processes I/Os waiting in the 

high-priority queue. If the number of processed I/Os in the high-priority queue reaches 

the weight value, the scheduling policy selects and processes I/Os waiting in medium-

priority queue. Then, I/Os waiting in the low-priority queue are selected and processed. 

If the low-priority queue is empty or the number of processed I/Os waiting in the low-

priority queue reaches the weight value, the scheduling policy selects and processes I/Os 
waiting in the high-priority queue again. 
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Figure 3-14 Flowchart for priority scheduling of CPU resources 
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 Priority control of cache resources 

Cache resources refer to internal cache page resources of a storage system. Data 

delivered to a storage system is stored in cache pages before it is written to a disk. 

Therefore, priority control of cache resources is actually to control cache page allocation 
when I/Os are applying for cache pages. 

Priority control of cache resources also follows a weight-based priority scheduling policy. 

Each priority has a weight value. The number of pages consumed by a priority is 

subtracted from the weight. After the weight is used up, the priority cannot obtain cache 
resources until the weight restores. 

When an I/O applies for pages, SmartQoS puts the I/O to the corresponding priority 

queue based on the priority information carried by the I/O. Besides, SmartQoS provides 

a priority scheduling policy. Based on the weight of each priority, SmartQoS determines 
the priority queue from which an I/O will be selected and processed. 

The weight of each priority can be restored to the default value when: 

− All priority queues are empty. 

− The weight of the low-priority queue is used up. 
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Figure 3-15 Flowchart for priority scheduling of cache resources 

A resource allocation request

Put the request into the queue based on the priority.

High 

priority

Low 

priority

Medium 

priority

Schedule cache resources based on the weight of 

each priority.

Another resource allocation 

request

 

 

 Priority control of disk resources 

Regarding priority control of disk resources, SmartQoS employs the priority scheduling 

mechanism on the block device management (BDM) side and leverages the Priority 

Forward Elevator (PFE) algorithm of BDM to ensure that high-priority I/Os are first 
scheduled to access disks. 

The PFE algorithm is an I/O scheduling algorithm developed based on the deadline 

algorithm. The overall performance of the PFE algorithm is not lower than the deadline 

algorithm. In addition to the advantages of the deadline algorithm, such as preventing 

I/O starvation and ensuring the I/O sequence, the PFE algorithm supports I/O priorities 

and allows read I/Os to take precedence. 

I/O Traffic Control 

The I/O traffic control technique employed by SmartQoS of OceanStor V3 converged storage 

systems restricts the IOPS or bandwidth of one or multiple LUNs in a storage system. In this 

way, the performance of certain applications is restricted, preventing their traffic burst from 

affecting the performance of other applications. 

The I/O traffic control technique restricts data processing resources for data services on 

specific LUNs. Traffic control is implemented based on the I/O class (read, write, or read and 

write) and traffic class (IOPS or bandwidth). Based on the two classes, a 2-tuple (I/O class 

and traffic class) for traffic control specific to a certain LUN is obtained. 

The I/O traffic control technique of SmartQoS controls traffic based on the I/O class and the 
obtained 2-tuple. The traffic control policy can cover multiple LUNs. The I/O class-based 
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traffic control function is implemented based on the I/O class queue management, token 

allocation, and dequeueing control. 

 Traffic control queue 

Each traffic control group corresponds to a traffic control queue in the storage system. 

All I/O requests delivered to a storage system are categorized based on the target LUNs 

and the read/write types. The storage system determines whether an I/O request belongs 

to a traffic control group in the working state. If the group is working, the I/O is sent to 

the corresponding traffic control queue. 

SmartQoS obtains and processes I/Os from each traffic control queue in real time. 

Whether I/Os in a traffic control queue can be processed is determined by whether the 
token bucket of the queue has tokens. 

 Token bucket–based traffic control algorithm 

Figure 3-16 Flowchart for priority scheduling of cache resources 

 

 

The performance goal of I/O traffic control is achieved based on token distribution and 

control. If a performance upper limit is set for a traffic control group, the upper limit is 

converted into tokens. If the performance goal set by a user is IOPS, one I/O corresponds 
to one token. If the performance goal is bandwidth, one sector corresponds to one token. 

Each traffic control queue has a token bucket. SmartQoS puts a certain number of tokens 

into the token bucket of each traffic control queue periodically. The number of tokens is 

determined by the performance upper limit set for the traffic control group. For example, 

if the performance upper limit is 10,000, the token distribution algorithm sets the number 
of tokens to 10,000 for traffic control group. 

Before selecting I/Os from a traffic control queue, SmartQoS checks whether the token 

bucket of the queue has sufficient tokens. If yes, one I/O is selected and processed, and 

one token is consumed. If no, SmartQoS does not process I/Os in this queue until there 
are sufficient tokens in the token bucket. 
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I/O Latency Control 

The I/O latency control technique employed by SmartQoS protects high-priority services and 

restricts low-priority services to ensure that the minimum performance requirements of 

mission-critical services. Users can set minimum performance requirements for high-priority 

services. If those requirements cannot be met, the system restricts low- and medium-priority 

services in sequence to ensure the performance of high-priority services that have minimum 

performance requirements. 

SmartQoS restricts the performance of low- and medium-priority services by gradually 

increasing their latency. To prevent performance instability, SmartQoS does not prolong the 

latency after the latency reaches the upper limit. If the actual lowest service performance must 

be 1.2 times of the preset lowest performance indicator, the system will gradually cancel the 

increased latency of low- and medium-priority services. 

3.3.2 Highlights 

SmartQoS provides the following advantages: 

 Priority scheduling over an entire I/O path 

SmartQoS implements priority control over an entire I/O path by controlling the 

scheduling and allocation of key system resources, such as concurrency resources, 

computing resources, cache resources, and disk resources. Compared with the priority 

control policy provided by other vendors, SmartQoS implements more fine-grained 
control and more control points. 

 QoS policies oriented to different application scenarios 

SmartQoS provides different QoS policies for different application scenarios. If a user 

has specific performance requirements, SmartQoS can restrict the traffic or ensure the 

minimum performance to meet the requirements. If a user does not have specific 

performance requirements, SmartQoS employs the priority mechanism to ensure the 
performance of high-priority services. 

3.3.3 Application Scenarios 

SmartQoS applies to scenarios where multiple services are mixed. 

 Ensuring performance of mission-critical services in a multi-service system 

Based on the rule of ensuring the performance of high-priority services and restricting 

the performance of low-priority services, mission-critical services are set to high-priority 

services. If a resource contention or system fault occurs, the internal priority scheduling 

mechanism ensures that resources are allocated to high-priority services first, thereby 

ensuring the performance of mission-critical services. 

The preceding feature is suitable for scenarios where there is no specific performance 
goal but services have different importance levels. 

 Preventing mutual impact between services 

Based on the traffic control mechanism, SmartQoS restricts the maximum performance 
of services to prevent traffic burst from affecting the performance of other services. 

The preceding feature is suitable for scenarios where there are specific performance 

restriction goals. For example, in a scenario where an online service and a backup 

service coexist, SmartQoS restricts the maximum traffic burst of the backup service to 

mitigate the impact on the performance of the online service while ensuring the backup 
window. 
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 Ensuring the minimum performance of mission-critical services 

Based on the rule of ensuring the performance of high-priority services and restricting 

the performance of low-priority services, if the minimum performance goal of a mission-

critical service cannot be achieved, SmartQoS gradually increases the I/O latency of low- 

and medium-priority services to meet the minimum performance goal of mission-critical 

services. 

The preceding feature is suitable for scenarios where there are specific performance 
requirements. 

3.4 HyperMirror 
The volume mirroring software provided by OceanStor storage systems is called HyperMirror. 

3.4.1 Working Principle 

Volume mirroring is implemented to create multiple copies of local and remote LUNs. When 

a mirror copy of a LUN malfunctions, hosts can access the LUN normally and the services on 

the host side are not interrupted. After the fault is rectified, data changes will be synchronized 

from the LUN to the mirror to achieve data consistency. 

Volume mirroring consists of three phases: LUN mirror creation, synchronization, and split. 

LUN Mirror Creation 

Figure 3-17 Process for creating a mirror LUN 
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The process of creating a mirror LUN is as follows: 
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1 Create a mirror LUN for a common LUN (local or remote). The created LUN has all the 

storage space, basic properties, and services of the common LUN. Services on the host 
side are not interrupted. 

2 When the mirror LUN is created, mirror copy A is created locally. The common LUN is 

changed to a mirror LUN and the data storage space is taken over by mirror copy A. 

Then, mirror copy A synchronizes data to the mirror LUN. 

3 Mirror copy B of the mirror LUN is created, and data is synchronized from mirror copy 

A to mirror copy B. The common LUN has the space mirroring function and has the data 
in mirror copies A and B. 

After the mirror LUN is created: 

1. When a host sends a read request to the mirror LUN, the system performs read 

operations on the mirror LUN and mirror copies in round-robin mode. When the mirror 
LUN or either mirror copy fails, the services on the host side are not interrupted. 

2. When a host sends a write request to the mirror LUN, the system performs write 
operations on the mirror LUN and mirror copies in dual-write mode. 

Synchronization 

The following figure shows the synchronization process. When a mirror recovers from a fault 

or the data of a mirror copy is inconsistent with the other mirror copy that has complete data, 

the mirror copy that does not have complete data synchronizes data from the other mirror 

copy to achieve data consistency. 

Figure 3-18 Synchronization process 
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Splitting 

The splitting operation can be performed to separate a mirror copy. Then the mirroring 

function becomes unavailable and the mirror copy records data differences since the splitting. 

After the mirroring relationship is restored, changed data is synchronized based on the 

recorded data differences. 
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Figure 3-19 Splitting process 
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3.4.2 Highlights 

 High data reliability in the storage systems 

Two volume mirror copies are created for a service LUN so that the LUN has two 

independent data copies. If either mirror copy fails, host services are not interrupted, 
greatly increasing data reliability. 

 High reliability of heterogeneous disk arrays 

SmartVirtualization takes over heterogeneous LUNs and creates mirror copies for the 

LUNs and a mirror copy for the local LUN, preventing service interruption when a 

heterogeneous disk array is unstable or a link is down. 

 Little impact on hosts 

Mirror copies are stored in the cache of the service LUN and concurrent write and the 

round robin mode are implemented in mirror spaces, so that the service performance of 
hosts is not degraded. 

 High service continuity of hosts 

Mirror copies of a LUN providing services are created online and the changes in data 

storage space of the LUN are transparent to host services. 

3.4.3 Application Scenarios 

Data Mirroring for Local LUNs 

To prevent a dual-disk failure of a single LUN from causing service interruptions and data 

loss, users can create a LUN that has the same capacity as the source LUN and establish a 

mirroring relationship between the two LUNs. In this way, LUN redundancy improves 

reliability. On such a network, users are advised to save the two LUNs to different disk 

domains and use the same specifications such as the same disk type, RAID level, and number 

of disks. 
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Figure 3-20 Data mirroring for local LUNs 

 

 

Third-Party LUN Reliability 

As data volumes continue to increase, network environments are becoming increasingly 

complex. Storage devices provided by various vendors may exist in a customer's environment. 

To achieve centralized management and unified control, the customer can use a heterogeneous 

device to take over LUNs of external arrays. In this way, the LUNs can be managed and 

controlled on one array. External arrays also have compatibility problems. These problems 

can cause service interruptions or even data loss. To resolve the problems, the customer can 

use the local LUN and heterogeneous LUN to form a mirrored LUN and map the mirrored 

LUN to hosts for reads and writes. Data redundancy improves reliability of the heterogeneous 

LUN and ensures high data availability. After a dual-write operation is performed, hosts will 

respond to I/Os. Generally, Fibre Channel links are used in a same city. 

Figure 3-21 Third-party LUN reliability 

 

 

Data Mirroring Between Third-Party Arrays 

Reliability of a single array is relatively low. To fully utilize devices, users can establish a 

redundant backup relationship among multiple third-party arrays. In the following 

configuration, two third-party LUNs are used to establish a mirroring relationship. The mirror 

LUN is mapped to hosts for reads and writes. Redundancy improves LUN reliability. In this 

way, link faults and other faults of third-party devices can be prevented. 
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Figure 3-22 Data mirroring between third-party arrays 

 

 

3.5 SmartPartition 

SmartPartition is a smart cache partitioning technique provided by Huawei OceanStor V3 

converged storage systems to address the QoS challenges in the storage convergence trend. 

The core idea of SmartPartition is to ensure the performance of mission-critical applications 

based on partitioning of core system resources. An administrator can allocate a cache partition 

of a specific size to an application. The storage system ensures that the application uses the 

allocated cache resources exclusively. Based on the actual service condition, the storage 

system dynamically adjusts the front- and back-end concurrent accesses to different cache 

partitions, ensuring the application performance of each partition. 

SmartPartition can be used with other QoS techniques (such as SmartQoS) provided by 

OceanStor enterprise unified storage systems to achieve better QoS effects. 

In essence, SmartPartition is a cache partitioning technique, which is mature in the industry. 

Mainstream storage vendors such as EMC and HDS have launched their cache partitioning 

features. From a technological standpoint, cache partitioning implementation methods of all 

storage vendors are the same. That is, limited cache resources are divided into logical 

partitions for management. The main differences lie in algorithms and adjustment policies. 

3.5.1 Working Principle 

SmartPartition isolates resources required by a service to ensure the QoS of that service. 

In a storage system, the QoS of a service is affected mainly by the amount of the following 

resources occupied by the service: 

 Host concurrency: It indicates the number of a service's host I/Os that can be 

concurrently processed by a storage system. Higher concurrency means better QoS. If 

the host concurrency amount allocated by a storage system to a service is excessively 

small, the I/O latency on the host side will increase. If the host concurrency amount is 
too large, storage resources are wasted. 

 Cache: It indicates the cache size provided by a storage system for a service. Cache is the 

most critical factor that affects the performance of a storage system. For a write service, 

a larger cache size means a higher write combination rate, higher write hit ratio (write hit 

ratio of a block in a cache), and better sequential disk access. For a read service, a larger 

cache size means a better read hit ratio. Besides, different types of services have different 

cache requirements. A sequential service only requires the cache size to meet the I/O 

combination requirement. For a random service, a larger cache size enables better 
sequential disk access, thereby improving performance. 

Third-party storage array

Huawei storage array

Mirror LUN

LUN

Mirror copy
Host

Mirror copy

LUN of a third-
party storage array
LUN of a Huawei
storage array

Third-party storage array
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 Disk access concurrency: It indicates the number of a service's I/Os that can concurrently 

access back-end disks. Disk access concurrency reflects the service's capability to 

occupy the back-end performance. Disk access concurrency must match host 

concurrency. That is, the back-end capability must meet the front-end requirements 

without any waste. 

The previous three resources are critical for the QoS of storage systems. 

SmartPartition allocates cache partitions of different sizes to different services (the actual 

control objects are LUNs). OceanStor V3 converged storage systems allocate host 

concurrency resources and disk access concurrency resources based on specific partition sizes 

and the actual I/O traffic, ensuring the QoS of mission-critical services. 

Figure 3-23 Working principle 

 

 

Read/Write Cache I/O Process 

Caches are classified into read caches and write caches. The read cache pre-fetches and 

retains data to improve the hit ratio of read I/Os. The write cache improves the disk access 

performance by means of combination, hitting, and sequencing. Different services need read 

and write caches of different sizes. SmartPartition allows users to specify read and write cache 

sizes for a partition, meeting cache requirements of different services. 

The read cache configuration and the write cache configuration affect the I/O procedure 

differently. 

The following figure illustrates the I/O procedure implemented after a write cache is 

configured. 
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Figure 3-24 I/O procedure implemented after a write cache is configured 

A write I/O

Does the write 
cache size meet the 

requirement?

Obtain the cache 
partition of the write I/O.

Does the host 
concurrency meet 
the requirement?

Allocate the write 
cache.

Return OK to the host 
and wait for data write.

Yes

Yes

Return a message to the 
host indicating that the 

concurrency reaches the 
upper limit.

Wait until the write 
cache is released.

No

No

 

 

The impact on the write I/Os shows up in the phase of cache resource allocation. In this phase, 

the host concurrency and write cache size of a partition are determined. The reason for 

determining the two items in this phase is that it is the initial phase of a write procedure and 

the cache of the storage system is actually not occupied in this phase. If the two items are 

determined in a subsequent phase, the write cache resources occupied by a service cannot be 

controlled. 

The following figure illustrates the I/O procedure implemented after a read cache is 

configured. 
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Figure 3-25 I/O procedure implemented after a read cache is configured 

A read I/O

Obtain the cache 
partition of the read I/O.

Does the host 
concurrency meet 
the requirement?

Deliver the I/O to the 
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processing.
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The impact on read I/Os involves two aspects. The first aspect is similar to the write I/O 

scenario. Specifically, the storage system determines whether the host concurrency meets the 

requirement. If not, the storage system returns the I/Os. The read cache is intended to control 

the size of the cache occupied by read data. The size of a read cache is controlled by the read 

cache knockout procedure. Therefore, the second aspect of the impact shows up in the read 

cache knockout procedure. If the read cache size of the partition does not reach the threshold, 

read cache resources are knocked out extremely slowly. Otherwise, read cache resources are 

knocked out quickly to ensure that the read caches size is below the threshold. 

 
OceanStor V3 converged storage systems do not allow users to set the read or write cache size to 0. The 
minimum size is 256 MB. 

SmartPartition Distribution 

OceanStor V3 converged storage systems employ a multi-controller Scale-out architecture. In 

such a storage system, caches are physically distributed on all the engines. Therefore, the 

partitions configured by SmartPartition are also distributed on all the engines. The following 

figure shows the partition distribution. 
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Figure 3-26 SmartPartition distribution 

 

 

An OceanStor V3 converged storage system supports a maximum of 64 partitions. Each 

engine allows eight user partitions to be created. However, one partition can reside only in 

one engine. 

An OceanStor V3 converged storage system reserves a certain partition resource quota for 

each engine to ensure the basic I/O processing capability. The remaining partition resources 

are reserved as one default partition to meet the I/O needs of LUNs that do not reside in user 

partitions. A user is allowed to set the size of a user partition (read/write partition) based on a 

default partition. However, the user must ensure that the size of the default partition is not 

smaller than 50% of available partition resources. 

Host Concurrency Control 

Compared with host applications, the processing resources of a storage system are limited. 

Therefore, a storage system must restrict the total host concurrency amount. For each partition, 

the concurrency is also restricted to ensure the QoS. 

Regarding SmartPartition, the host concurrency of a partition is not fixed but calculated based 

on the priority weighted algorithm with the following factors taken into account: 

 Number of active LUNs in the partition in the last statistics period 

 Priorities of active LUNs in the partition in the last statistics period 

 Number of I/Os completed by each LUN in the last statistics period 

 Number of I/Os returned to hosts because the partition concurrency reaches the threshold 

in the last statistics period 

Weighting the preceding factors not only fully uses the host concurrency capability but also 

ensures the QoS of a partition. 

After one statistics period elapses, the concurrency capability of a partition may need to be 

adjusted based on the latest statistical result. The SmartPartition logic adjusts the concurrency 

capability based on a specific step to ensure a smooth adjustment, minimizing host 

performance fluctuation. 

Back-End Concurrency Control 

Similar to host concurrency control, back-end concurrency control is also intended to fully 

use system resources while ensuring the QoS of a partition. The back-end concurrency is 

calculated based on the priority weighted algorithm with the following factors taken into 

account: 

 Amount of dirty data on high-priority LUNs in a partition in the last statistics period 

 Disk flushing latency of LUNs in a partition in the last statistics period 
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 Actual disk flushing concurrency of LUNs in a partition in the last statistics period 

The adjustment period and approach are similar to those of host concurrency control. 

3.5.2 Highlights 

SmartPartition has the following highlights: 

 Intelligent partition control 

SmartPartition implements partitioning of core system resources, not merely providing 

cache partitions. Based on user-defined cache sizes and QoS policies, SmartPartition 

automatically schedules system concurrency resources to ensure the optimal system QoS 
and the required partition quality. 

 Ease of use 

The SmartPartition configuration is simple and the configuration page is user-friendly. 

All operations take effect immediately. The storage system automatically implements 

complex procedures and operations in the background, such as partition creation, return, 
switchover, and concurrency adjustment. In this way, SmartPartition is easy to use. 

3.5.3 Application Scenarios 

SmartPartition is applicable to the scenarios where multiple applications exist, for example: 

 Ensuring the core service's performance in a multi-service system 

 Ensuring performance for important users in a VDI scenario 

 Multi-tenant scenarios involved in cloud computing systems 

3.6 SmartMulti-Tenant 
Huawei SmartMulti-Tenant is a multi-tenancy feature implemented based on manager 

approach isolation on Huawei T series storage arrays. It offloads the management and 

monitoring work of some resources to tenants, thereby lowering the resource management 

cost. 

3.6.1 Working Principle 

Multi-tenancy has four design approaches: data approach, application approach, system 

approach, and manager approach. Currently, Huawei SmartMulti-Tenant is implemented 

based on the manager approach. 

SmartMulti-Tenant is designed to cope with the following challenges facing customers: 

 Tenant data separation: Resource data of tenants is managed based on rights and domains. 

 Tenant permission separation: Tenant administrators can only manage and view data in 
their own domains. 

 Service function permission range: The service management functions enabled for 

tenants are efficiently restricted. 

To put it simply, resource data of tenants is efficiently separated based on rights and domains. 

The management and monitoring work of some resources is offloaded to tenants, and tenant 

administrators manage resources in their own domains. In this way, the resource management 

efficiency is improved, and storage administrators are freed from complex resource 
management work. 
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The following figure shows the relationship between a storage administrator and tenant 

administrators in terms of the manager approach. 

Figure 3-27 Manager approach 

 

 

A storage administrator manages all tenants and all resources in a storage array, whereas a 

tenant administrator can only manage resources in its domain. 

3.6.2 Highlights 

When massive storage resources need to be managed, storage administrators desperately 

handle a variety of tenant management requirements, increasing the workload and problems 

caused by misoperations. If some management functions are offloaded to tenants, the 

workload of storage administrators is lightened and the management cost is reduced. The 

rights- and domain-based management feature and resource management feature help 

improve the management capability of multi-tenancy notably. 

Rights- and Domain-based Management 

The rights- and domain-based management function is implemented by the vStore module of 

OceanStor DeviceManager. Each vStore corresponds to a tenant. OceanStor DeviceManager 

allows a storage administrator to create vStore instances and allocate a tenant administrator to 

each vStore instance. Tenant administrators log in to the management system through the 

unified portal and manage all storage resources in vStore instances. 

The management view provided to tenants supports: 

 Disk (LUN) management: Tenant administrators can view status and capacity of disks 
and host information. 

 Performance monitoring: Tenant administrators can view read and write bandwidth 
performance data of disks. 

The vStore view provided to a storage administrator supports: 

 Allocating a tenant administrator to a vStore: Tenant administrators can be forced offline. 

 Allocating disks (LUNs) to vStores: Disks allocated to tenants can be managed in the 
vStore view. 
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Resource Management 

The resource management function involves the resource allocation, tuning, and mapping 

functions. If all these functions are enabled for tenants, resources may be abused or randomly 

allocated, causing a waste of resources. For this reason, Huawei enables only the resource 

querying function for tenants. 

The resource management function provided in the current version supports: 

 Querying disks (LUNs) 

 Querying mappings between disks (LUNs) and hosts 

 Viewing read and write bandwidth of disks in real time 
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A Acronyms and Abbreviations 

Acronym or Abbreviation Full Spelling 

eDevLUN External Device LUN 

IOPS Input and Output Per Second 

LUN Logical Unit Number 

OLAP On Line Analysis Process 

OLTP On Line Transaction Process 

QoS  Quality of Service 

RAID Redundant Array of Independent Disks 

SAS Serial Attached SCSI 

SCSI Small Computer System Interface 

SSD Solid State Disk 

TCO Total Cost Ownership 

WWN World Wide Number 

RTO Recovery Time Object 

RPO Recovery Point Object 

SAN Storage Area Network 

FCoE Fibre Channel over Ethernet 

VDI Virtual Desktop Infrastructure 

QoS Quality of Service 

BDM Block Device Management 

PFE Priority Forward Elevator 

 


